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Chapter 8

Testing

Effective testing of patches before deployment to a production environ-
ment cannot be overstressed. If the business environment is disrupted
because of non-tested patches applied to production systems, the question
that should be asked is: What is the difference between a worm attack
or security breach that disrupts my operation and self-inflicted downtime
from deliberate patching, all of which has the same end result?

Historically, many organizations tended to place too much trust on the
vendors that release patches or on the source from which they downloaded
those patches. Due to a high number of patches that were not tested by
a vendor prior to public release (anyone remember Windows NT 4, Service
Pack 2?) and patch download sites from non-vendors posting altered
patches, most eventually learned their lesson in trusting these sources to
always produce an error-free patch the first time.

The vendors eventually got better about testing patches before releasing
them to the public, and many download sites began to offer MD5 hashes
that one could compare against the hash value of the downloaded file to
ensure that the file’s integrity was intact. However, these improvements
alone are not reason to forego proper testing of patches before deploying
them into the production environment. It is not feasible to expect a patch
vendor to be able to test the millions of dif ferent configuration and
deployment scenarios that exist for a single product. What might work
fine in one environment might totally devastate another because of the
environmental conditions.

In addition, most vendors have not shared their testing methodology
with the user community so that it might be certain that complete testing
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was performed prior to release. If a patch is meant to fix one thing, but
inadvertently opens a hole elsewhere due to forgotten system file depen-
dencies, how does the organization know the vendor has tested anything
other than the vulnerability it is trying to fix?

Although most businesses are aware at some level that they should
be testing patches before deploying them, they still do not. The reasons
for this vary. Some of these are explored in this chapter, along with some
recommendations that may allow them to address these concerns.

8.1 Common Issues with Testing
One of the reasons some organizations fail to properly test is that they
believe there is not enough time to test a patch prior to deploying it.
Given the shortened patch management life cycle from when a vulnera-
bility is discovered, to when a patch is released, to the time an exploit
is running rampant over the Internet, this almost becomes a valid argu-
ment. However, most of these organizations made this claim when there
were several months between the release of a patch and an actual exploit.

The organizations making this claim are usually considered to be stuck
in reactive mode, as opposed to being proactive when it comes to patching
their systems. They wait until an exploit has actually affected their orga-
nization before they begin to react. This method of addressing patches is
chaotic to say the least, but becomes more chaotic when systems react
negatively to a bad patch or misconfiguration that could have been caught
with an effective testing process. Many hours of needless remediation
then follow in determining what caused the problems when applying the
patch to systems, fixing systems that were affected by early production
release of the patch and trying to keep the remaining operational, but
unpatched systems, from being exploited. An effective patch testing pro-
cess can shorten the time to production release of patches while mini-
mizing the chances that a patch will have an adverse impact on operations
and allowing the organization to become more proactive in managing the
business’ exposure.

Another common problem that exists, even for those who have a
documented testing process in place, is that they fail to rate patches
properly. Knowing that the organization may be more exposed to certain
vulnerabilities over others can help the organization determine which
patch needs to be tested and deployed first. Rating the criticality of
vulnerabilities to operations, being aware of mitigating controls that may
be in place that reduce the organization’s exposure, and staying aware of
changes to the exploit landscape can become overwhelming. Developing a
simple yet effective patch rating system with target deadlines for production
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deployment can aid in sorting through the myriad of patches being
released today.

Along with lacking a patch rating system, organizations often fail to
prioritize which systems should be tested first in their testing process. This
can leave companies scrambling when an exploit hits as they test and
deploy patches to production systems that had less of an exposure level.
Guidelines should be created that serve a business in making sure that
systems with higher exposure levels are addressed in proper sequence.
Doing so can save valuable resource time and hopefully decrease down-
time of nonpatched systems that are needlessly suffering from an exploit.

Others tend to excuse themselves from effective testing because they
think they need an elaborate and expensive testing facility. Depending
on the size and complexity of the environment, this may or may not be
the case. Typically, organizations that are not just trying to make excuses
can create an effective testing facility that might consist of a few pieces
of additional hardware set up in an area that will not have its co-workers
tripping over Ethernet cables. In addition, the money that proactive testing
of patches will save in lost production system recovery time can be used
to work toward a more elaborate environment at some time in the future,
not to mention possibly saving jobs within IT.

Virtual machine software can also alleviate a portion of the traditional
costs associated with loading test systems. Given ample RAM, disk space,
and processor capacity, virtual machine software can eliminate the need
for large quantities of hardware that take up expensive office space,
increase environmental costs for cooling, and other drawbacks that are
normally part of hosting a dedicated facility. Moreover, because of virtual
machine capabilities, the expensive resource time that was necessary for
setting up replicas of production systems and reconfiguration of systems
can be greatly reduced.

This chapter explores these issues as well as provides more detail on
how to effectively address each of these common problems.

8.2 The Testing Process
The patch testing process should be as well-defined as possible to allow
for maximum efficiency and consistency. Such a testing process cannot
only minimize time and resources required to thoroughly test a patch, but
will also help minimize the chaotic fallout that might result if required
functionality is not accounted for during the testing process, leaving critical
production systems that may not operate properly after a patch is
deployed. Following a proper test procedure can reduce costly resource
time during testing and deployment. It will also save the revenue that
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may have been lost due to an ineffective testing procedure. Depicted in
Figure 8.1 is an example of a high-level patch management test process
that is explored in more detail below.

Figure 8.1 Test process.
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8.2.1 Pre-install Activities

Pre-installation activities can consist of a number of variations, depending
on the requirements of the patch, known requirements of the target
applications or operating systems, and the creation or modification of
scripts and deployment software for the distribution of patches. During
testing, the same methodology that will be used during deployment of a
patch to production systems should be used during the test process to
ensure error-free deployment. During this stage, release notes for a patch
should be referred to for helpful information on dependencies or incom-
patibilities, and then they should be incorporated into the overall deploy-
ment strategy.

Some patches also have a corresponding hash file, most commonly
created using the MD5 hashing algorithm, which allows an organization
to verify that the patch has not been modified since its release from the
vendor. Even if a patch is downloaded directly from a vendor or one of
its approved mirror sites, if a hash file is available, it is in the best interest
of an organization to check this file for integrity by running a hash against
the patch file and comparing the value with that provided by the vendor.
If the hash run against the patch does not identically match the hash
value provided on the vendor’s Web site, do not install the patch. Reasons
for non-matching hash files can include alteration of a patch, to include
Trojan horse programs or other malicious code that can have an undesir-
able impact on an application or system. In this instance, the organization
should look for an alternative download site and run the hash against the
alternate patch file until an unmodified version can be located.

Many times, there will also be scripts that will be written and modified
throughout the test process as installation issues are discovered that will
need to be retested prior to production deployment. Typically, scripts will
be used for disabling and reenabling services on the target system during
installation or to automate other pre- or post-installation tasks that make
deployment less of a manual task. For example, it may be necessary to
develop a script that disables an HIDS agent, anti-virus software, or a
service such as sqlservr.exe, prior to running the patch executable and
then have it reenable these services in proper sequence, logging errors
throughout the process.

Part of the testing activities during this phase should also include
monitoring bandwidth and system resource loads in order to gauge what
impact the chosen deployment methodology will have on the production
environment. If the projection shows that this methodology may have too
great an impact on the production environment, the testers may need to
find and test an alternative solution that will ease the level of impact.
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8.2.2 Patch Installation

Once the pre-install activities have taken place, the patch can then be
installed on a target test machine. During installation, it will be imperative
to monitor log files for errors, network utilization for any post-installation
increase, or a severe decrease in traffic (which could indicate a serious
patch malfunction) and system resources, such as processor load and
memory usage. Any errors or anomalies should be analyzed to determine
the source of contention. It is worth noting that any errors indicated in a
log file should be verified to not have existed prior to installation of the
patch in order to rule out any preexisting conditions.

It is also suggested that a reboot occur prior to installation of a patch
on both test and production systems, especially those that have not been
through a reboot process for some time. The reason for this is that on
more than one occasion, a patch has been blamed for a system not coming
back online after installation, only to find out that the system had not
been rebooted for some time prior to this installation and the issue may
or may not be caused by this patch. To rule out preexisting conditions
and the time spent troubleshooting these types of issues, a reboot prior
to installation can save valuable resource time and unnecessary “finger-
pointing.”

In troubleshooting noted errors and anomalies, it will often be neces-
sary to trace back through the pre-installation activities to verify that any
installation scripts were written correctly. For example, did a script that
was intended to disable certain services perform as intended? To rule out
a misconfigured script, it may be in the best interest of the testing team
to run the script without actually installing the patch and to include task
logging that verifies that each step has been performed with an output
log that tracks success and failure for each task.

Another troubleshooting task will be to verify that the patch was not
corrupted during delivery to the target system. This can be done by
running a hash function against the patch file on the test system to verify
that the hash matches the hash value of the patch file on the delivery
system. If the hashes match, or a hash is not available, attempt to deliver
the patch file via an alternative means to the target system. Once the
initial patch file has been backed out and the installation has been run
with the newly transferred file, successful installation will help rule out
whether or not the delivery mechanism is at fault.

If a resolution or workaround is discovered, the testers should modify
their pre-installation checklists and begin the entire process over in order
to accurately track the required steps that are necessary for a successful
installation. If these methods do not help resolve the issue or help in
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discovering a workaround, it may be necessary to involve the patch vendor
for resolution. During the past several years, vendors have gotten better
about testing patches prior to release, but it is impossible to account for
the millions of variations that exist in client environments. However, if
vendors are aware of the particular settings and applications of the system
the organization is having trouble with, they will be better able to deter-
mine if something within their patch may be responsible for any anomalies,
as they may be aware of file modifications that are taking place behind
the scenes.

8.2.3 Test Intended Purpose

Once errors and anomalies have either been ruled out or a workaround
found, the next step in the process is to test to ensure that the intended
purpose of the patch is actually successful. Oftentimes, this is verified by
the vendor prior to release; however, there may be reasons why it may
not be successful for the organization’s environment. One reason for this
is that the vendor’s testing process was not complete and the patch was
released prior to thorough testing. Another reason relates to the environ-
ment variables discussed above, in that the environment may contain a
variable that was not able to be accounted for during the vendor’s limited
testing. Whatever the case, it should not be assumed that because a vendor
releases a patch that it will always work appropriately.

Sometimes it will be difficult to test the intended functionality of a
patch. Lately, soon after a patch is released, the vendor releasing the patch
or other interested parties will release a tool that can help an organization
test a target system to ensure that a patch was successful in fixing the
intended vulnerability. If these test programs are not available for a specific
patch, and sometimes even when they are available, it will be desirable
to run targeted tests against the target host. If it is found that the patch
does not appropriately fix the desired deficiency, it will be necessary to
first backtrack through the test installation activities to determine that all
required steps were performed and that these did not result in an error.
Once this has been completed, the organization may wish to begin
discussions with the vendor for further assistance in determining why the
patch did not fix the intended shortfall.

8.2.4 Test Primary Uses

Many systems will have certain primary functions that are required by the
user of that system. Primary functions are those that are critical to system
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end users in order for them to fulfill their job requirements. Once the
intended purpose of a patch has been verified to have been fixed, the
tester will want to ensure that none of the primary functions of a system
have been negatively affected. For example, a patch was installed to
address a buffer overflow vulnerability on a Web server whose primary
function is to deliver Web pages for the company intranet. Once it is
verified that the buffer overflow vulnerability no longer exists, it should
be verified that the Web server is still able to serve up the desired Web
pages, that URLs are not mysteriously broken, and so forth.

Some of the things that one might want to verify for the above example
include:

� Does basic network and Web service functionality still work as
desired?

� Does the Web server service start and stop without error?
� Have all Web pages and links been verified for integrity?
� Are other systems still able to access all content that was previously

available?

These are but a few of the items that one will want to verify and they
will vary greatly, based on the intended function of a system as well as
other environment variables.

If all of the steps up to this point have been followed and there is
still an issue with a primary function, it may be necessary to work with
the vendor of whatever functionality is not working properly. The vendor
may or may not be the same vendor that released the patch. At times, it
may even be necessary to involve multiple vendors in the resolution. The
reasons for involving all parties vary, but typically each vendor will not
be familiar enough with the other’s product and finger-pointing will prevail
as to why a desired function no longer works correctly. If all parties are
involved, some of the “blame game” can be eliminated and those parties
can work together with the organization to find the cause and resolve the
issue at hand.

If a resolution cannot be found to restore whatever primary function-
ality is not working correctly, it may be necessary to find an alternative
solution to fixing the initially targeted vulnerability. Sometimes the
involved vendors can and will help in finding the resolution, but at times
it will require that the organization rely only on other mitigating factors
to lessen the likelihood of a successful exploit. Whether this will be
acceptable to the organization will largely depend on the circumstances
of the situation and whether an alternate solution is forecast in the
foreseeable future. In any case, this decision should be left to a formal
change control board to decide what further action should be taken.
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8.2.5 Test Secondary Uses

Once the primary uses of a system or application have been tested for
functionality and accepted, secondary use functionality will need to be
verified. Secondary use can be defined as a desired function that is not
critical to ongoing use of the system, but those that provide complementary
services to users or owners of a system. Referring back to the intranet
Web server example, a secondary use of that system may be collecting
usage metrics for particular pages. While this may be deemed a desired
function for whatever reason, the immediate availability of this particular
function will not adversely affect the ability of users to continue accessing
necessary internal information.

As in the previous phase, if all steps were followed up to this point,
it may be necessary to involve the vendor that released the patch as well
as the vendor of the now-nonfunctioning application to find an acceptable
resolution. However, as this is a secondary function, it may not be as
essential to have this functionality prior to deployment of a patch to
production systems. If it is decided by the Governance Group that this
secondary function is less important than patching a system, an organi-
zation may decide to deploy a patch before a resolution has been
identified. This will allow for continued use of the intended system’s
primary functions as well as patching the intended vulnerability. Once a
resolution has been identified, the testing team can retest and deploy the
changes necessary to restore any secondary functionality.

8.2.6 Testing Patch Backout

After a patch has been tested as thoroughly as possible, the testing team
needs to ensure that the patch can be backed out without any complica-
tions. Testing the back-out procedure is important, especially for critical
devices. If any issues arise at a later time that were missed during the
testing process and no other remediation can be found, the organization
will at least have the last resort of a backout available. As patches will
often modify system files, it is realistic that the originals may not restore
correctly.

Again, it will be important to refer to the release notes that come with
the patch to determine if there are any special instructions for the backout
procedure. Many times, there are specific steps that must be followed in
sequence for the backout to work correctly.

Similar to other steps throughout the testing process, if the backout
procedure does not appear to work as expected, the tester will need to
retrace his actions. After verifying that all actions were executed correctly,
the tester will want to determine if he is able to find a resolution by
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examining the log files and error messages for an indication of what the
problem might be. If there are still issues that cannot be resolved in a
timely manner, it will probably be necessary, as in the other steps of the
process, to work with the patch vendor to find a resolution to the problem.
If a resolution cannot be found, the change control board will need to
know this information to determine if the risk of a system not being
patched outweighs the inability to backout the patch should a problem
occur during deployment to a production system.

8.2.7 Approving Deployment

At this point, a patch has been through the testing process and the testing
team will have the results of the tests that have been run against a patch.
Prior to going to production deployment, testing results and noted anom-
alies, shortcomings, and recommendations should be approved by the
Governance Group. The recommendations should indicate the desired
and tested method of deployment; the desired prioritized targets for
deployment; tested and approved backout strategies; as well as information
regarding projected downtimes, network and system impacts, and any
unresolved issues that were discovered.

The Governance Group at that point can either approve of the patch
deployment or choose to turn the request back for either continued testing
or resolution. The organization will want to have a Change Control Review
Board, or the Governance Group, review and validate the findings from
testing prior to deployment. This will provide the organization with much
of the desirable information that is really not found prior to actually testing,
and it will allow the board or governance group to make an informed
decision regarding the patch.

8.3 Patch Ratings and How They Affect Testing
Patches are being released for operating systems and applications at an
ever-increasing rate. To keep up with the increase in release frequency
and the decrease in time before exploits are available, it will be necessary
for an organization to establish a prioritization process for evaluating
acceptable timeframes for testing and deploying patches. Table 8.1 pro-
vides a high-level example of a release schedule based on security priority.

The release schedule is broken down into four main categories:

1. Critical priority: patches that should be tested and deployed in a
maximum of two weeks.

2. Urgent priority: patches should be tested and deployed within two,
but no longer than four weeks.
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3. Low priority: it is recommended that patches be deployed between
one and two months.

4. Maintenance: patches are recommended to be tested and deployed
on a regularly scheduled basis. This is done normally on a quarterly
basis or when a service pack or rollup package becomes available.

The determined release schedule and type of patch to be deployed
will impact the testing process that will be utilized. If an organization has
determined that it only has 48 hours to test a patch before it needs to be
deployed, the amount of testing that can be performed will be much less
than that for a patch that has one or two months before it needs to be
deployed. The testing process and timeframe available will also be affected
by the ease of exploitation, even for critical patches. For example, if a
vulnerability is discovered that is determined to be critical in nature but
for which no known exploit currently exists, it may be decided by the
organization that additional testing may be performed and that patches
need to be deployed within two weeks instead of forty-eight hours.
However, if two days later an exploit is published and begins rapid
circulation, the testing process will probably need to be accelerated to
accommodate for this change in risk.

To minimize multiple changes that may occur affecting the criticality
and thus the amount of time before deployment, some organizations have
chosen to simplify their testing and deployment processes into two primary
categories: emergency and maintenance. Emergency patches are those
that would include the critical, urgent, and some of the low-security priority

Table 8.1 Release Schedule Based on Security Priority

Priority Recommended Timeframe

Maximum 
Recommended 
Timeframe

1: Critical Within 48 hours Within 2 weeks

2: Urgent Within 2 weeks Within 4 weeks

3: Low Depending on availability, 
deploy a new service pack or 
update rollup that includes a 
fix for this vulnerability within 
1 month

Deploy the software 
update within 2 
months

4: Maintenance Depending on availability, 
deploy a new service pack or 
update rollup that includes a 
fix for this vulnerability within 
3 months

Deploy the software 
update within 5 
months, or choose not 
to deploy at all




































